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What are LLMs and what is a RAG?
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What are LLMs
Definition and benefits

Large language models (LLMs) are
deep neural network trained on
immense amounts of data making
them capable of understanding and
generating natural language and
other types of content.

Input
Summarize text of X
Provide a list of keywords based on X
Write me code in R to perform XYZ

LLM

Output
Text, code, summarization, translation, 
sentiment analysis…

Definition Capabilities High-level overview

● Text generation

● Content summarization

● AI assistants

● Code generation

● Sentiment analysis

● Language translation
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What were some key highlights from the Phuse 

Conference 2023?

LLM
As of my knowledge cutoff in October 2023, I 
don't have specific details about the Phuse 
Conference 2023. However, Phuse conferences 
typically focus on the intersection of data 
science, statistics,

What were some key highlights from the Phuse 

Conference 2023?

LLMThe Phuse Conference 2023 brought together
data professionals from across the world to
discuss the latest trends and innovations in data
science, biostatistics, and clinical trials. One of
the main highlights was the focus on Artificial
Intelligence (AI) in clinical data analysis, with
multiple sessions exploring the use of AI

RAG

Why Retrieval Augmented Generation (RAG)?
LLM + Knowledge base
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What is a RAG?
1. Architecture
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What is a RAG?
2. Generate embeddings

Embedding model

Embedding model

Embedding model

Embedding model 0.5 0.1 … 0.3

0.5 0.2 … 0.3

0.1 0.7 …

0.5 0.2 … 0.3

Chunking

VectorDB
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Embedding modelQuery

VectorDB

0.7 0.2 … 0.3

0.1 0.6 … 0.8

0.3 0.4 … 0.5

0.5

0.9

…

0.7

Vector of normalized cosine similarity score 
between the {query} and {documents}

TOP 5 
highest 
score

What is a RAG?
3. Cosine similarity
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What is a RAG?
4. Prompt crafting

[SYSTEM]

You are a helpful assistant. Answer the question based on the provided context from conference materials and 

industry news.

[USER]

What were some key highlights from the Phuse Conference 2023?

[CONTEXT]

The Phuse Conference 2023 brought together data professionals from across the world to discuss the latest trends 

and innovations in data science, biostatistics, and clinical trials. One of the main highlights was the focus on Artificial 
Intelligence (AI) in clinical data analysis, with multiple sessions exploring the use of AI to improve patient outcomes, 

streamline trial processes, and enhance data quality. Additionally, the conference emphasized regulatory 

challenges, with key speakers from the FDA and EMA providing insights into evolving guidelines for data submission 

and compliance in the pharmaceutical industry.
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GPT-4o

[SYSTEM]

You are an helpful assistant. 
Answer the question based …

[USER]

What were some key 
highlights from the Phuse 

Conference 2023?

[CONTEXT]
<Article 1>

<Article 2>

<Article 3>

Generated answer

What is a RAG?
5. Answer generation
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Business case: OCEAN Assistant
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OCEAN assistant
Business context

+

OCEAN

Commercial 
software

Open source 
software

New platform

Migration to OCEAN platform (~90% migration goal)

New languages

From SAS to SAS+R

New processes/tools

Git workflow, GitLab, orchestration…

Steep learning curve on new tools, despite the documentation & training materials
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OCEAN assistant
Chatbot application (RAG)
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OCEAN assistant
Capabilities and metrics

Example of questions:

● What is the orc command?

● How to create AE domain with roak?

● WorkflowError: MissingInputException: Missing input files for rule adsl

● How to deal with merge conflict? Explain step-by-step.

● Do I need to manually set dictionary versions when creating TS domain

● What is the dataflow for non-CRF data in OCEAN?

Capabilities

● Summarize content from the documentation

● Retrieve documentation link

● Generate simple snippet of code

● Solve potential errors you encounter

● Explain processes

● Retrieve forum discussions

+25,000
Questions

65%
Positive feedback

2,100
Orchestration run 

debugged

~250
questions per day
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Demo
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Business case: code suggestions
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Code suggestions
Business context

|
>

OCEAN

Existing tools

- GitHub Copilot

- GitLab Duo

- Codium

Common IDE

New functionalities in RStudio IDE

- Support for GitHub Copilot

- API for custom extensions

Knowledge Repository

All R package documentations, code snippets, 

templates, studies codebase with extra metadata

Improve the user productivity

RStudio VS Code R language 
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Code suggestions
Build knowledge base

It is necessary to extract data from 

multiple R packages and develop a 
generalized solution that can be reused

in many use cases.

We need a simple format to manage the 

versions of the packages effectively, which 
will facilitate better version control and 

dependency management.

The roxygen2 package allows for the 

creation of custom roclets.

The vector storage is required to be 

maintained and kept up-to-date, which 
is crucial for accurate suggestions.

The internal CRAN/PPM (Posit Package 

Manager) repository serves as a reliable 
source of truth regarding the currently 
used packages, ensuring consistency 

and accuracy.
Enhancing user productivity is a key 

objective.
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Code suggestions
Build knowledge base

● Enhanced Roxygen Functionality: roxytractor extends roxygen package with a custom 

roclet.

● Structured Documentation: Extracts roxygen package documentation into a tabular 

format for easy reference.

● Code Snippet Extraction: Provides tools for extracting code templates and snippets

● Internal Dataset Sharing: Reuse and share structured datasets within your organization.
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Code suggestions
Build knowledge base

● Gather Code from the Research Team

● Enhance Code with Metadata (package version, 

study status, pipeline status, creation date) 

● OCEAN platform adopts FAIR data principles

OCEAN
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Code suggestions
Custom extension

● RStudio Add-in for Enhanced Code 

Completion

● Non-blocking Asynchronous HTTP 

Requests

● Supports for many API providers

● Flexibility with various data sources
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Code suggestions
RAG Flow

What I’ve learned?

● Prioritize data preparation.

● Keep R package documentation up-to-

date and well-maintained.

● Applying the FAIR principles in your 

project can save thousands of hours of 

manual work.
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Code suggestions
Infrastructure
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Demo - code suggestions
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Doing now what patients need next

Q&A
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